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1. Introduction 

The Las Vegas Strip is densely packed with high-end luxury hotels designed to entice and with 31 hotels 
located along the 4.2 mile long stretch of road. They are responsible for securing the tourism industry with 
their attached casinos and entertainment facilities, bringing in $60 billion a year.  

2. Explanatory Analysis 
  
This explanatory statistical analysis considers the main factors which affect the online TripAdvisor review 
score of hotels on the Las Vegas Strip. Information comes from a dataset provided by TripAdvisor, a popular 
travel and hotel review website, and contains variables on both the reviewers and the hotels. Variables of the 
dataset are the following; 

Please note that “Hotel Stars” refers to the rating assigned to a hotel by an official external grader such as 
Forbes. The variable “Score” refers to the individual customers review score via TripAdvisor. In both cases, 
scoring works on a rating from zero to five stars, with 5 being the highest score. 

2.1 Explanatory Analysis Question 

In this explanatory analysis, we will ask the question: 
 “What are the main factors that cause a hotel on the Las Vegas Strip to receive a perfect five-star review 
through TripAdvisor from a customer after their stay?” 

In the Las Vegas Strip, competition between rival hotels is high, increasing a hotel’s online rating is a proven 
way to increase popularity and profit. As with any business, hotels are very interested in finding ways to 
increase their revenue in any way they can.  

The factors which affect hotel TripAdvisor scores come down to two main factors. One of these factors 
revolves around the physical amenities that a hotel has to offer guests and the other revolves around the 
guests themselves and their personal views. 

2.2 Explanatory Analysis - Hotel Centred 

It was expected that the largest impacting variables on user score would be related to the services that the 
hotel provides. Traditionally Hotel stars are awarded through the number of amenities, such as having a pool 
or spa. Results of the analysis are shown below in Figure 1 where number of amenities is on the X axis and 
the ratio of five star reviews to others is shown on the Y.  

By inspection, it can be seen that reviewers prefer to give full marks to hotels that offer as many services as 
possible. This is expected behaviour as customers anticipate a wide range of services from their hotel during 
a stay in Las Vegas. These services include variables 8 to 13. 

1) user country; 2) number of reviews; 3) number of hotels; 4) helpful votes;

5) score; 6) period of stay; 7) traveller type; 8) pool;

9) gym; 10) tennis court; 11) casino; 12) spa;

13) free internet; 14) hotel name; 15) hotel stars; 16) number of rooms;

17) member years; 18) review month; 19) review day.



A GLM test was used as the data is binary. By 
examining the GLM table for number of 
amenities compared with the review score, we 
found that having either 5 or 6 amenities in 
total would statistically effect the TripAdvisor 
reviews, with a larger number of amenities 
giving a more positive response. When 4 or 
less amenities were considered no statistical 
relevance was found. 
 

It was assumed that there would be a clear correlation 
between hotel stars and score. The assumption was that a 
five star hotel would be more deserving of five star 
review. It was observed that this hypothesis was 
incorrect, and that by contrast hotels with a higher 
number of stars received poorer reviews in general. This 
could be caused by people having higher expectations for 
hotels with higher star ratings, and therefore may be more 
prone to dissatisfaction. The OLS test produced an R-
squared value of 0.047 and an adjusted R-squared of 
0.044, this shows a weak correlation. 

We examined the remaining 2 hotel centred variables (number of rooms, name of the hotel) and found that 
there was no statistical relevance and the data 
was not of use. 

2.3 Explanatory Analysis - User Centred 

Analysing the age of the TripAdvisor account 
against score shows a general tendency for score 
to increase as the account gets older; there is also 
a large spike for new accounts giving higher 
scores (50% of reviews are 5-star). It is thought 
that this is caused by individuals who have less 
travel experience being impressed more easily 
by the service of their hotel. After more 
experience of reviewing hotels, the accounts 
appear to become more critical, perhaps as they 
begin to understand what level of service is 
expected and have more experience to compare 
to.  

By examining the z test values of the traveller 
type categories it can be seen that types 1 and 2 
(Families and business) are statistically 
significant and effect the review score positively, 
whereas the remaining traveller types (friends, 
solo and couples) are insignificant and have no 
bearing on the score of the review. 
There seemed to be less correlation between the 
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attributes of the hotel itself and more relevant to the data regarding the 
reviewer themselves to the scores it received from TripAdvisor. Analysis 
of TripAdvisor user data rather than hotel data in order to determine if 
this had an effect on the score. Initially, traveller type was analysed 
which had the following five possible categories; business, friends, 
families, couples and solo. After taking the mean score value for all 
hotels for each type of visitor, the following bar chart was created.  

A GLM test was conducted on the categorical variable of traveller type, 
and it was concluded by looking at the p values, accuracy and precision 
that the first two traveller 

types (business and families) were statistically correlated with 
the number of 5 star reviews. The remaining categories 
however offered no correlation. Analysis of user score against 
user country (Figure 5) and user continent (Figure 6) shows 
that users from South America give the highest proportion of 
five-star reviews (50% of South Americans) and users from 
Asia and Africa give the lowest (30%). This could possibly be 
attributed to differences in culture and living standards. 
 

2.4 Conclusion 

Whilst some hotel centred metrics are important to the number of 5 star reviews, it was interesting to find 
that the metrics regarding the reviewer had more of an impact. Whilst initially this may appear unhelpful, it 
provides hotel owners with valuable insight into which traveller type and which nationalities it would be 
better to market towards, for example with special offers or reductions in price. 

2.5 Analysis Limitations 

Our dataset is taken in both a very specific time (January to August of 2015) and location (the Las Vegas 
Strip). The Las Vegas Strip has a reputation for offering a unique experience. It is strongly advised that the 
conclusions that have been made should not be extrapolated to any other region. Additionally, the limited 
time period results are taken in means that the analysis can’t be extended to the months of October to 
December as in Las Vegas, the number of tourists decreases during these months as attractions and shows 
close for the holidays. 
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3. Predictive Analysis 

3.1 What Gives a perfect TripAdvisor Review? 

After gaining an understanding from the explanatory analysis, the group determined that it would be useful 
to create a model that would predict a user’s scoring of a hotel. Hotels would be able to use this model to 
determine the best improvements and business strategies to maximise their popularity and profit. 

The context of use for the model has implications on what parameter values are determined as acceptable. 

3.2 Decision Tree 

In order to give an accurate prediction for the clients the priority was to reduce the False Positive of the 
predictive results. In order to do this reducing the gini down to zero, or as close as possible, was done 
through an iterative process. During this process the Maximum Depth and Minimum Impurity Decrease 
were altered to reduce the gini. 

The reduction of the gini provides the predictive model with a more accurate and precise output which 
brings the reduction in the False Positive, enabling a more reliable result. During this process 8 iterations 
were completed which gave the Maximum Depth as 4 and the Minimum Impurity Decrease as 0.01. 

Under examination of the iteration of the predictive model it was discovered that when the Maximum Depth 
of the model increased the accuracy of the model increased with the gini reducing towards zero. After 4 
layers the accuracy of the model does not increase and although the model produces the same accuracy and 
recall for Maximum Depth of 7 it is unnecessarily adding variables into the model. 
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The explanatory analysis used the full data set to gain an idea of what sort 
of predictions could be made with the data. In the predictive section 60% 
is used for training set and then 20% is used for validation of the 
predictive test. The remaining 20% is then used to complete the prediction 
ensuring that the predictive result is accurate.  

In this model the accuracy of the output was 76.8% with a precision of 
80.6% and a recall of 92.1%. The precision focuses on the False Positive 
and ensure that the predictive model reduces the number of predictions 
which have been predicted to be true when in-fact they aren’t. The recall 
then focuses on the False Negative ensuring that the model doesn’t 
predict inaccurately. These high values make the predictive analysis far 
more reliable and improves the overall prediction process. 

3.3 Conclusion 

This is a consultant company which has been hired by Westin Hotel & Spa Las Vegas (the lowest scored 
hotel on the strip) to deduce how to improve the TripAdvisor Score for their hotel. A predictive model has 
been created to aid the hotel in how to cater a better experience for those who are more likely to score lower 
and those who are more likely to score highly. 

This consultancy would recommend that increasing the number of amenities (such as pool, gym, spa, casino, 
free internet access and tennis court) a hotel can provide would increase the number of 5 star TripAdvisor 
reviews, however this is understood to be a costly and time intensive solution. More convenient and 
immediate solutions involve targeting certain TripAdvisor users. Our predictive model shows can show the 
users with the highest likelihood of giving a perfect rating, we would recommend targeting these user groups 
with advertisements and offers so as to encourage more travel. It would also be advisable to conduct further 
research into improving the experience of the users predicted to give lower scores in an effort to increase 
overall score. 

In conclusion the data analysed has provided sufficient information to gain a general overview of what 
would aid hotels in improving their TripAdvisor scores. The data is limited by the lack of year round 
information and is a location based study; meaning that it can only be used to accurately predict for Las 
Vegas hotels. A different set of data would be required to make similar conclusions elsewhere and to better 
verify the conclusions of this review. 

After analysing the data it was discovered that hotel amenities is not the most important factor to ensuring a 
series of high TripAdvisor scores. The amenities play a general part in ensuring the enjoyment of a guests 
time at the hotel, however, to improve on this further the recommendation made to hotels in Las Vegas 
would be to provide incentives such as discounts or special offers to TripAdvisor customers. This would in 
turn improve their overall experience at the hotel and would additionally allow the hotels to make changes to 
ensure the improved experience for the travellers which are more likely to provide a poor review and score. 

Our advice would be to maximise the number of TripAdvisor users who tend to provide a higher score by 
providing incentives such as discounts or special offers, whilst also improving the experience of customers 
who are expected to review poorly.  



4. Appendix 

link to original data set: https://archive.ics.uci.edu/ml/datasets/Las+Vegas+Strip 
link to adjusted data set: https://drive.google.com/open?id=1np0gBThJeUGDqA4PKXpdDbr5f1KDmp1e 

code: 

import matplotlib.pyplot as plt 
import seaborn as sns 
import numpy as np 
import pandas as pd 
import statsmodels.formula.api as smf 
import statsmodels.api as sm 
import graphviz 
from IPython.display import Image 

from sklearn import tree 
from sklearn.model_selection import train_test_split 

from scipy import stats 
stats.chisqprob = lambda chisq,k: stats.chi2.sf(chisq,k) 
from sklearn.metrics import confusion_matrix, precision_score, recall_score, accuracy_score, f1_score 
import statsmodels.genmod.families as sm 

reviews = pd.read_csv('LasVegasTripAdvisorReviews_noloc.csv') 
reviews.head() 

# Write your splitting percentages here 

first_split = 0.4 
second_split = 0.5 

train_h, test_and_val_h = train_test_split(reviews, test_size = first_split, random_state = 42) 

val_h, test_h = train_test_split(test_and_val_h, test_size = second_split, random_state = 42) 
print(len(train_h), len(val_h), len(test_h)) 

predictors = list(reviews.columns) 
target = 'Binary_Review' 
target2 = 'Score' 
predictors.remove(target) 
predictors.remove(target2) 

x_train_h, x_val_h, x_test_h = np.array(train_h[predictors]), np.array(val_h[predictors]) , 
np.array(test_h[predictors]) 
y_train_h, y_val_h, y_test_h = np.array(train_h[target]), np.array(val_h[target]) , np.array(test_h[target]) 

r1 = tree.DecisionTreeClassifier(max_depth = 2, min_impurity_decrease= 0.01) # Our classification tree 
r1 = r1.fit(x_train_h, y_train_h) 
print('1. Train set accuracy: %.3f'%accuracy_score(y_train_h,r1.predict(x_train_h))) 



r2 = tree.DecisionTreeClassifier(max_depth = 3, min_impurity_decrease= 0.01) # Our classification tree 
r2 = r2.fit(x_train_h, y_train_h) 
print('1. Train set accuracy: %.3f'%accuracy_score(y_train_h,r2.predict(x_train_h))) 

r3 = tree.DecisionTreeClassifier(max_depth = 4, min_impurity_decrease= 0.01) # Our classification tree 
r3 = r3.fit(x_train_h, y_train_h) 
print('1. Train set accuracy: %.3f'%accuracy_score(y_train_h,r3.predict(x_train_h))) 

r4 = tree.DecisionTreeClassifier(max_depth = 2, min_impurity_decrease= 0.05) # Our classification tree 
r4 = r4.fit(x_train_h, y_train_h) 
print('1. Train set accuracy: %.3f'%accuracy_score(y_train_h,r4.predict(x_train_h))) 

r5 = tree.DecisionTreeClassifier(max_depth = 3, min_impurity_decrease= 0.05) # Our classification tree 
r5 = r5.fit(x_train_h, y_train_h) 
print('1. Train set accuracy: %.3f'%accuracy_score(y_train_h,r5.predict(x_train_h))) 

r6 = tree.DecisionTreeClassifier(max_depth = 5, min_impurity_decrease= 0.05) # Our classification tree 
r6 = r6.fit(x_train_h, y_train_h) 
print('1. Train set accuracy: %.3f'%accuracy_score(y_train_h,r6.predict(x_train_h))) 

r7 = tree.DecisionTreeClassifier(max_depth = 7, min_impurity_decrease= 0.02) # Our classification tree 
r7 = r7.fit(x_train_h, y_train_h) 
print('1. Train set accuracy: %.3f'%accuracy_score(y_train_h,r7.predict(x_train_h))) 

r8 = tree.DecisionTreeClassifier(max_depth = 7, min_impurity_decrease= 0.005) # Our classification tree 
r8 = r8.fit(x_train_h, y_train_h) 
print('1. Train set accuracy: %.3f'%accuracy_score(y_train_h,r8.predict(x_train_h))) 

print('\nFor the training set:') 
print('Accuracy: %0.4f'%(accuracy_score(y_train_h, r3.predict(x_train_h)))) 
print('Precision: %0.4f'%(precision_score(y_train_h, r3.predict(x_train_h)))) 
print('Recall: %0.4f'%(recall_score(y_train_h, r3.predict(x_train_h)))) 

print('\nFor the validation set:') 
print('Accuracy: %0.4f'%(accuracy_score(y_val_h, r3.predict(x_val_h)))) 
print('Precision: %0.4f'%(precision_score(y_val_h, r3.predict(x_val_h)))) 
print('Recall: %0.4f'%(recall_score(y_val_h, r3.predict(x_val_h)))) 

print('\nFor the test set:') 
print('Accuracy: %0.4f'%(accuracy_score(y_test_h, r3.predict(x_test_h)))) 
print('Precision: %0.4f'%(precision_score(y_test_h, r3.predict(x_test_h)))) 
print('Recall: %0.4f'%(recall_score(y_test_h, r3.predict(x_test_h)))) 

dot_data = tree.export_graphviz(r8, out_file=None)  
graph = graphviz.Source(dot_data)  

dot_data = tree.export_graphviz(r8, out_file=None, 
                                feature_names = predictors, 
                                class_names = ('Not 5 stars', '5 Stars'), 



                                filled = True, rounded = True, 
                                special_characters = True) 
graph = graphviz.Source(dot_data)   
graph  


